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A B S T R A C T   

Bioacoustics has become widely used in the study of acoustically active animals, and machine learning algo-
rithms have emerged as efficient and effective strategies to identify species vocalizations. Current applications of 
machine learning in bioacoustics often identify acoustic events to the species-level but fail to capture the complex 
acoustic repertoires animals use to communicate, which can inform habitat associations, demography, behavior, 
and the life history of cryptic species. The penultimate layer of most machine learning algorithms results in a 
vector of numbers describing the input, called feature embeddings. Here, we demonstrate that the feature em-
beddings generated by the BirdNET algorithm can enable within-species classifications of acoustic events. First, 
we successfully differentiated adult and juvenile Great Gray Owls; second, we identified three unique sounds 
associated with Great Spotted Woodpeckers (series call, alarm call, and drumming). These applications of 
BirdNET feature embeddings suggest that researchers can classify vocalizations into groups when group mem-
bership is unknown, and that within-species grouping is possible even when target signals are extremely rare. 
These applications of a relatively “black-box” aspect of machine learning algorithms can be used to derive 
ecologically informative acoustic classifications, which can inform the conservation of cryptic and otherwise 
difficult to study species.   

1. Introduction 

Bioacoustics has become a widely utilized tool in conservation 
ecology (Sugai et al., 2020) and is especially valuable when species of 
interest are rare, secretive, or otherwise difficult to study (Sueur and 
Farina, 2015; Wood et al., 2019a). Passive acoustic monitoring (PAM) is 
often used to identify where and when species occur (Borker et al., 2014; 
Stevenson et al., 2015; Teixeira et al., 2019) and how their populations 
are changing over time (e.g., Hofstadter et al., 2022). Passive acoustic 
survey efforts often rely on a single stereotyped, high-amplitude vocal-
ization as an indicator of a species’ presence. However, many species 
have diverse acoustic repertoires, with different acoustic signals used – 
and acoustic cues produced – in different contexts. 

Animals communicate via a wide variety of acoustic signals, which 
enable individuals to find conspecifics, signify risk or danger, coordinate 
behaviors in a group, or elicit food resources (McCracken and Sheldon, 
1997; Stegmann, 2013). The songs, calls, and other sounds birds use to 
communicate serve vital biological purposes and can be highly variable 
among regions, populations and individuals (Marler, 2004). Similarly, 

acoustically active mammals, such as wolves, elephants, and many 
primates, communicate via a wide range of vocalizations and sounds 
(Manly, 2005). Identifying where and when those various acoustic 
events are occurring has the potential to provide much more nuance and 
ecological insight than single-vocalization studies, which could be 
important for understanding the habitat associations, demography, 
behavior, and the life history of cryptic species. For example, event- or 
life stage-specific acoustic signals could reveal the distribution of pre-
dation pressure or breeding activity, respectively, across the landscape. 
Rapid advances in machine learning may enable both among- and 
within-species classification of acoustic events. 

Machine learning algorithms have been transformative detection 
and classification tools in bioacoustics, enabling rapid assessments of 
species richness in massive datasets (Bermant et al., 2019; Bianco et al., 
2019; Kahl et al., 2021; Stowell et al., 2019). Training data is a critical 
component of supervised approaches and any machine learning tool. In 
the context of avian species classification, many algorithms have relied 
on publicly available archives such as the Macaulay Library (macaulayli 
brary.org) and xeno-canto (xeno-canto.org) (Kahl et al., 2022). For 
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many species, multiple types of vocalizations have been uploaded, such 
as examples of a call or song. The presence of multiple diagnostic 
acoustic events in a machine learning algorithm’s training data raises 
the possibility that it is already classifying a species based on more than 
just one component in its repertoire. However, the “black box” nature of 
such tools can make harnessing such classification capabilities difficult. 
Moreover, even if a machine learning tool can identify a species based on 
multiple acoustic events, researchers still need to sort species-level de-
tections into event types, which can be different types of acoustic 
communication or vocalizations specific to intraspecific groups. 

Scalable, repeatable grouping of acoustic events requires quantita-
tive multivariate summaries of acoustic events. Manual classification of 
acoustic events is possible based on visual inspection of spectrograms or 
auditory assessment of audio files (e.g., Wood et al., 2022), but quickly 
becomes prohibitively time-consuming. Current techniques for unsu-
pervised clustering can be highly accurate, but most require a manually 
annotated dataset for calibration (Clink and Klinck, 2021). Here, we 
present an advance in unsupervised acoustic event clustering for ecology 
that is a simple extension of the species classification process: using the 
feature embeddings generated in the penultimate layer of a machine 
learning algorithm, the deep convolutional neural network BirdNET 
(Kahl et al., 2021), as a form of unsupervised, pre-trained acoustic event 
annotation. 

Feature embeddings are high-dimensional vectors of floating-point 
values that summarize the algorithm’s internal representation of a 
given segment of audio. In practice, they are multivariate descriptions of 
segments of audio, or, most simply, strings of numbers. Feature em-
beddings have been applied to identify rare acoustic events, classify 
sounds, and identify individuals (Arora et al., 2019; Sainburg et al., 
2020; Thomas et al., 2022; Zhang et al., 2022), but, to our knowledge, 
applications of this technique in ecology are limited. We present two 
case studies in which acoustic events were successfully identified to 
species using the standard implementation of BirdNET, followed by a 
secondary classification phase wherein feature embeddings were 

successfully used to group distinctive, ecologically informative acoustic 
events. In the first example, we used passively recorded audio from a 
landscape-scale monitoring project in western North America to differ-
entiate adult and juvenile owls; in the second example, we used audio 
collected by citizen scientists to identify two call types and the drum-
ming of a European woodpecker. The disparate audio datasets, species, 
and acoustic events in our examples suggest that the feature embeddings 
produced by BirdNET may be a robust and broadly applicable means of 
implementing within-species acoustic event classification. The ability to 
efficiently distinguish multiple acoustic events that are species-specific 
but ecologically distinct has broad implications for the ecology and 
conservation of acoustically active species. 

2. Two examples of within-species acoustic event classification 

2.1. Differentiating adult and juvenile Great Gray Owls 

We conducted passive acoustic surveys across the entire mixed 
conifer zone of the Sierra Nevada, USA in 2021, with almost 2000 Swift 
recording units distributed across ~18,000 km2 (for general study 
design information, see Wood et al. (2019b)), and applied the BirdNET 
algorithm to that audio data to assess the distribution of Great Gray Owls 
(Strix nebulosa), among other species. The Great Gray Owl is an 
extremely cryptic and rare species that is at the southern limit of its 
range in the Sierra Nevada and has high individual variation in song 
(Rognan et al., 2009). During the manual validation of randomly 
selected putative Great Gray Owl detections, we identified 263 juvenile 
vocalizations and 27 adult vocalizations. Juvenile vocalizations are 
raspy, food-solicitation calls; adult vocalizations are low-frequency 
hoots used for long-range communication and territorial defense 
(Fig. 1). We used Raven Pro 1.6 (K. Lisa Yang Center for Conservation 
Bioacoustics) to export 263 juvenile and 27 adult vocalizations for 
analysis with the BirdNET “embeddings.py” script from the publicly 
available BirdNET-Analyzer repository (https://github.com/kahst 

Fig. 1. Great Gray Owl vocalizations from adults (A) and juveniles (J) recorded as part of a passive acoustic monitoring program in the Sierra Nevada, USA. The left 
panels show spectrograms of an adult and juvenile vocalization. The right panel shows Euclidean distance between embeddings of adult and juvenile. Initial de-
tections were generated by the BirdNET algorithm, which identified all call types simply to species. Distances were calculated between all detections; we then 
grouped these distances into three comparison groups: distances between adult vocalizations (A:A), between juvenile vocalizations (J:J), and distances between adult 
and juvenile vocalizations (A:J). 
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/BirdNET-Analyzer, Model version 2.1). 
We used R programming language (v4.0.4; R Core Team, 2022) to 

match vectors of feature embeddings with their manual classification 
(juvenile or adult) and then calculated the Euclidean distance between 
all pairs of audio clips. We used Euclidean distance because we had no 
prior knowledge of the relationships between embeddings, and, thus, 
wanted to quantify multivariate distance using a simple, non-weighted 
method. We randomly selected 60% of the adult and juvenile vocali-
zations to serve as a training dataset, with the remaining 40% reserved 
as a validation dataset (the 60–40 split was applied to each vocalization 
type, not the whole dataset). We did not perform formal stratification 
when splitting the training and validation data, but all units from which 
samples were drawn were present in both datasets (Roch et al., 2015). In 
our case, our sample size of owl territories was quite small (n = 5) which 
precluded the creation of training and validation datasets partitioned by 
individual. Splitting data by individual, territory, or some other bio-
logically meaningful partition could improve the independence of the 
validation dataset. 

In the test dataset, the average distance between: adult:adult pairs 
(dA:A) was 7.43 ± 1.24 SD, juvenile:juvenile pairs (dJ:J) was 7.85 ± 1.02, 
and adult:juvenile (dA:J) pairs was 11.4 ± 1.19. We fit an analysis of 
variance (ANOVA; Girden, 1992) model to the training data to test 
whether vocalizations of the same type were closer in the multivariate 
space generated by the feature embeddings than vocalizations of 
different types. The one-way ANOVA revealed a statistically significant 
difference in Euclidean distance between embeddings for different types 
than between those of the same type (Fig. 1, F = 26,976, p < 0.001). 
Tukey’s HSD Test (Lane, 2010) for multiple comparisons found the 
mean distance between vocalization types in the test dataset was 
significantly different between all comparison groups (p < 0.001). 

We then used the validation dataset to test whether we could 
distinguish age-class-specific vocalizations using feature embeddings 
and Euclidean distance. We calculated the Euclidean distance between 
each “unknown” vocalization in the validation dataset and all j known 
adult vocalizations and all k known juvenile vocalizations (i.e., those in 
the training dataset). We then classified each unknown vocalization (Ui) 
as either an adult (Â) or juvenile (Ĵ) by comparing the resulting dis-
tances to means calculated with the test dataset. We categorized an 
unknown vocalization as “adult” if the median distance between that 
vocalization and all known adult vocalizations (d̃Ui :A1:j ) was less than the 
mean distance between all known adults (dA:A) plus one standard devi-
ation (SDdA:A), and, additionally, if the median distance between the 
unknown vocalization and all known juvenile vocalizations was greater 
than the mean distance between all known juveniles plus one standard 
deviation. 

d̃Ui :A1:j < dA:A + SDdA:A∧

d̃Ui :Jk > dJ:J + SDdJ:J  

⇒Ui = Â 

We used the opposite criteria to classify unknowns as juveniles. 

d̃Ui :A1:j > dA:A + SDdA:A∧

d̃Ui :Jk < dJ:J + SDdJ:J  

⇒Ui = Ĵ 

We then compared our unsupervised, feature embedding distance- 
based classifications of the “unknowns” to the manual classifications 
of age-classes (i.e., adult or juvenile) and found that 78% all vocaliza-
tions were successfully classified, about 22% were not classified, and 
none were mis-classified. 

2.2. Identifying two call types and drumming of the Great Spotted 
Woodpecker 

We collected >100 million observations of >1500 bird species 
generated by citizen scientists using the BirdNET App between 2018 and 
2022 (Wood et al., 2022). Briefly, the BirdNET App is freely available 
and allows users to actively record animals on a smartphone and submit 
snippets of audio for identification. The audio and fully anonymized 
metadata are stored on the BirdNET server, enabling researchers to 
study continental-scale spatiotemporal variation in species presence and 
vocal structure, among other things. We randomly selected 100,000 
high-scoring observations for avian species made in Europe in 2021 
along with their audio data for this study. As before, we then applied the 
BirdNET script “embeddings.py” to all audio snippets to generate feature 
embeddings. 

We then manually selected three observations representing unique 
acoustic events diagnostic of the Great Spotted Woodpecker (Den-
drocopos major): the series call, single call, and drumming (Fig. 2, top 
row). The series call may be used for territorial defense and as an alarm 
call, both of which have important implications for woodpecker ecology. 
The single call is likely used for intrapair communication and thus could 
be valuable for population estimation (Węgrzyn et al., 2021; Wood et al., 
2020). Drumming can be used to identify individuals (Budka et al., 
2018), so rapidly identifying these acoustic events from a large dataset 
could facilitate detailed population estimates. Using a query-by-distance 
approach that is commonly employed in machine learning, we calcu-
lated the pairwise Euclidean distance between each of our three query 
samples and all other observations in our dataset (n = 999,997). The 
resulting similarity score was used to rank audio snippets by distance to 
each of the queries to retrieve the most similar observations from the 
collection. 

We were able to match sounds from the same species to given queries 
based on feature embeddings despite the fact that classification initially 
was only done on species level. Visually investigating ranked results for 
each query revealed that top-ranked results show high similarity with 
the target call and match the species identification (Fig. 2, bottom four 
rows). Interestingly, high-ranked results for the drumming query did not 
contain the drumming of other woodpeckers; as distance to the query 
increased, Great Spotted Woodpecker vocalizations began to appear, 
rather than other drumming events. The absence of a general, multi-
species “woodpecker drumming” group reveals that visual similarity of 
spectrograms is only one aspect of the ranking process. Feature em-
beddings appear to implicitly encode species identity, which helps with 
ranking sounds based on target queries. 

3. Discussion 

Machine learning algorithms have proven highly capable of identi-
fying species based on sound; we have shown that the feature embed-
dings generated by one such algorithm, BirdNET (Kahl et al., 2021), can 
be an effective means of differentiating acoustic events within species. 
The success of within-species acoustic event identification is predicated 
on the availability of sufficient data, but, if it can be applied, secondary 
classification based on unsupervised clustering has substantial promise 
as a means of improving basic and applied ecological research on 
acoustically active species. 

There are two basic data requirements for within-species grouping of 
acoustic events such as multiple elements of a species repertoire. First, if 
species-level identification of all target sounds is desired, as in the Great 
Gray Owl example, examples of the target sounds, such as various songs, 
calls, drumming, or other activities, must be included in the training 
data of the detection/classification algorithm. For users of pre-made and 
publicly available tools like BirdNET (https://github.com/kahst 
/BirdNET-Analyzer), reviewing the public archives that were used for 
training data can provide some insight as to whether a desired sound of 
interest may be identifiable for a given species – though analyzing an 
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annotated dataset containing the sounds of interest is, of course, a more 
direct test. In our case, we knew that BirdNET could recognize a variety 
of Strix vocalizations, and we knew that the training data for most 
common woodpeckers in North America and Europe contained vocali-
zations and drumming. The authors’ personal use of the BirdNET App 
had provided further examples of the BirdNET algorithm’s ability to 
reliably make species identifications based on multiple call types (e.g., 
three call types of the Red-winged Blackbird [Agelaius phoeniceus], the 
song and call of the Black-capped Chickadee [Poecile atricapillus], song 
and call of the Northern Cardinal [Cardinalis cardinalis]). 

If researchers know that an algorithm can correctly identify multiple 
species-specific acoustic events, the next data challenge is the sample 
size of target signals. In practice, this is likely to be an unknown quan-
tity, as locating (and enumerating) those signals is a fundamental 
objective of the methods we have outlined. The Great Gray Owl example 
illustrates an approach when sample sizes are likely to be high, enabling 
accurate classification of the vocalizations in our validation dataset. To 
extend that example, embeddings for all Great Gray Owl detections 
above a user-defined prediction score could be calculated and their 
pairwise distances compared to the distances observed in the training 
dataset to rapidly assess vocalization type (adult or juvenile). As we 
demonstrated with the validation dataset, very simple unsupervised 
grouping criteria yielded high accuracy and no false positives; of course, 
specific criteria and acceptable error rates will be application-specific. 
The Great Spotted Woodpecker example illustrates a possible 
approach when target signals are known or suspected to be rare. Rather 
than employing formal significance tests, whose performance generally 
improves with sample size, querying all embeddings based on distance 
to a given example may enable researchers to identify acoustic signals of 
interest. Open-ended query-based inquiries could also enable re-
searchers to develop a set of labelled target signals, thus allowing for the 
cluster analyses used in the preceding example. 

Feature embeddings can enable at least three broad classes of 
distance-based multivariate grouping. First, the woodpecker example 

used manual examining of query results based on decreasing similarity 
to the query (i.e., increasing Euclidean distance between two sets of 
embeddings). Second, the owl example allowed for multivariate 
grouping where the number of groups was known a priori (adult and 
juvenile) but group membership of the samples in the validation dataset 
were treated as unknown. Another strategy that would allow for such 
grouping could use discriminant function analysis (Manly, 2005). 
Cluster analyses (e.g., k-means clustering) represent a third, more 
challenging approach. In these cases, both the number of groups and 
samples’ group membership may either be known or unknown (Manly, 
2005). Cluster analyses may be a desirable third tier of classification: 
species, call type, and then individual. Both Great Gray Owls and Great 
Spotted Woodpeckers have been identified to individual (Budka et al., 
2018; Rognan et al., 2009) based on acoustic event types that we suc-
cessfully isolated using feature embeddings. 

In both of our examples, the feature embeddings functioned well as 
tool for unsupervised acoustic feature extraction, enabling us to rapidly 
and accurately group species’ acoustic event types. However, it is 
important to reiterate that feature embeddings are not solely, or 
explicitly, extracting acoustic features. As noted above, the absence of a 
generalized “woodpecker drumming” cluster in the BirdNET App citizen 
science data revealed that additional information beyond acoustic 
structure is encoded in the feature embeddings. The “black box” nature 
of some elements of machine learning tools can make that additional 
information difficult to extract and results might not be easily inter-
pretable. Open-ended queries of vast quantities of feature embeddings, 
as we did in the woodpecker example, are where this issue is most 
relevant. Limiting the application of feature embeddings to clustering 
acoustic events within a set of species-specific detections, as we did in 
the owl example, may mitigate the influence of non-acoustic informa-
tion encoded in feature embeddings. 

From a basic ecological perspective, identifying where and when a 
species produces different sounds can enable a wide variety of research 
into phenology, behavior, communication, and evolution (Stegmann, 

Fig. 2. Great Spotted Woodpecker vocalizations ranked by similarity (Euclidean distance) to three given query calls. Each column represents a call type (right to left: 
series call, single call, and drumming), the top row visualizes queries, rows 2–5 show the four most similar audio snippets for each query retrieved from 100,000 
randomly selected BirdNET App observations. Results show that different call types can be recovered and matched to a query by utilizing feature embeddings. 
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2013). Bioacoustics has been utilized to study migration phenology, 
where peaks in vocal activity indicated arrival on breeding grounds 
(Oliver et al., 2018). Unique vocalizations and sounds can indicate be-
haviors necessary for reproduction (e.g., mate attraction), defense of 
resources (e.g., antagonistic alarm calls), and group dynamics (e.g., 
communication for group foraging), which are often difficult to study 
across taxa (Teixeira et al., 2019). Evolution, which is a difficult process 
to study in larger organisms, can be tracked by examining acoustic 
signals and associated morphology in sound-producing animals (Odom 
et al., 2021). 

From an applied ecological perspective, the ability to differentiate 
adults and juveniles is particularly exciting. Bioacoustics data are often 
used in occupancy models (e.g., Hofstadter et al., 2022; Wood et al., 
2020), but the ecological significance of a species vocalizing at a given 
location can be ambiguous in passive acoustic surveys (Wood and Peery, 
2022). If certain vocalization types are better indicators of residency, 
such as vocalizations used for short-range, intra-pair communication, 
identifying sites at which those vocalizations were recorded could be a 
valuable means of defining a “detection” in an occupancy analysis. 
Classifying sites as occupied by adults only or adults and juveniles would 
enable the implementation of multi-state occupancy models, which 
partition the probability of occupancy into discrete states (Nichols et al., 
2007). Already, multi-state models parameterized with acoustic data 
(sites were occupied by a single male bird or by male and female birds) 
offered promising improvements upon the inferences attainable from 
single-state models (Wood et al., 2020). Yet there are often mismatches 
between occupancy and important demographic metrics like survival 
and reproduction (McGinn et al., 2022). Understanding population 
processes is a prerequisite to establishing effective conservation strate-
gies, and analyses that simultaneously quantify both occupancy and 
demographic success paint a much more informative picture of popu-
lation dynamics than occupancy models alone (Fandos et al., 2021). 
Explicitly identifying sites at which juvenile birds fledged, as opposed to 
merely observing the possibility of reproduction by virtue of a pair of 
birds, would be a significant improvement and could compliment de-
mographic studies on elusive species. Knowledge about where juveniles 
vocalize during a breeding season is informative for ongoing de-
mographic studies on organisms that are difficult track, as vocalizations 
from juveniles can help optimize on-the-ground survey effort in the 
short term and, in the long term, indicate the location of productive 
territories of conservation concern. 

Passive acoustic monitoring has been presented as an alternative to 
mark-recapture monitoring in which researchers sacrifice detail (e.g., 
reproductive output) in order to obtain landscape-scale survey coverage 
(Wood et al., 2019b). Yet our success in identifying multiple acoustic 
event types, including demographically critical information such as the 
presence of juveniles, suggests that perhaps researchers can have the 
best of both worlds: landscape-scale survey coverage with rich biological 
detail. Although our two case studies featured birds, we expect these 
methods to be applicable to the study of many acoustically active ani-
mals. Many mammals, notably non-human primates, have diverse 
acoustic repertoires suggesting that intra-specific grouping of acoustic 
events could have extensive value well beyond ornithology. Further 
explorations of the capabilities of feature embeddings as a tool for 
within-species acoustic event classification are warranted. 
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Wingfield, J.C., Boelman, N.T., 2018. Eavesdropping on the Arctic: Automated 
bioacoustics reveal dynamics in songbird breeding phenology. Sci. Adv. 4(6): 
eaaq1084.  

R Core Team, 2022. R: A language and environment for statistical computing. R 
Foundation for Statistical Computing, Vienna, Austria. https://www.R-project.org.  

Roch, M.A., Stinner-Sloan, J., Baumann-Pickering, S., Wiggins, S.M., 2015. 
Compensating for the effects of site and equipment variation on delphinid species 
identification from their echolocation clicks. J. Acoust. Soc. Am. 137 (1), 22–29. 

Rognan, C.B., Szewczak, J.M., Morrison, M.L., 2009. Vocal individuality of great gray 
owls in the Sierra Nevada. J. Wildl. Manag. 73, 755–760. 

Sainburg, T., Thielk, M., Gentner, T.Q., 2020. Finding, visualizing, and quantifying latent 
structure across diverse animal vocal repertoires. PLoS Comput. Biol. 16 (10), 
e1008228. 

Stegmann, U.E. (Ed.), 2013. Animal Communication Theory: Information and Influence, 
Illustrated edition. Cambridge University Press, Cambridge ; New York.  

Stevenson, B.C., Borchers, D.L., Altwegg, R., Swift, R.J., Gillespie, D.M., Measey, G.J., 
2015. A general framework for animal density estimation from acoustic detections 
across a fixed microphone array. Methods Ecol. Evol. 6, 38–48. 

Stowell, D., Wood, M.D., Pamuła, H., Stylianou, Y., Glotin, H., 2019. Automatic acoustic 
detection of birds through deep learning: The first Bird Audio Detection challenge. 
Methods Ecol. Evol. 10, 368–380. 

Sueur, J., Farina, A., 2015. Ecoacoustics: the Ecological Investigation and Interpretation 
of Environmental Sound. Biosemiotics 8, 493–502. 

Sugai, L.S.M., Desjonquères, C., Silva, T.S.F., Llusia, D., 2020. A roadmap for survey 
designs in terrestrial acoustic monitoring. Rem. Sens. Ecol. Conservat. 6, 220–235. 

Teixeira, D., Maron, M., van Rensburg, B.J., 2019. Bioacoustic monitoring of animal 
vocal behavior for conservation. Conserv. Sci. Pract. 1, e72. 

Thomas, M., Jensen, F.H., Averly, B., Demartsev, V., Manser, M.B., Sainburg, T., Roch, M. 
A., Strandburg-Peshkin, A., 2022. A practical guide for generating unsupervised, 
spectrogram-based latent space representations of animal vocalizations. J. Anim. 
Ecol. 91 (8), 1567–1581. 

Węgrzyn, E., Węgrzyn, W., Leniowski, K., 2021. Contact calls in woodpeckers are 
individually distinctive, show significant sex differences and enable mate 
recognition. Sci. Rep. 11, 22769. 

Wood, C.M., Peery, M.Z., 2022. What does ‘occupancy’ mean in passive acoustic surveys? 
Ibis 164, 1295–1300. 

Wood, C.M., Gutiérrez, R.J., Peery, M.Z., 2019a. Acoustic monitoring reveals a diverse 
forest owl community, illustrating its potential for basic and applied ecology. 
Ecology 100, e02764. 

Wood, C.M., Popescu, V.D., Klinck, H., Keane, J.J., Gutiérrez, R.J., Sawyer, S.C., 
Peery, M.Z., 2019b. Detecting small changes in populations at landscape scales: a 
bioacoustic site-occupancy framework. Ecol. Indic. 98, 492–507. 

Wood, C.M., Klinck, H., Gustafson, M., Keane, J.J., Sawyer, S.C., Gutiérrez, R.J., 
Peery, M.Z., 2020. Using the ecological significance of animal vocalizations to 
improve inference in acoustic monitoring programs. Conserv. Biol. 35, 336–345. 

Wood, C.M., Kahl, S., Rahaman, A., Klinck, H., 2022. The machine learning–powered 
BirdNET App reduces barriers to global bird research by enabling citizen science 
participation. PLoS Biol. 20, e3001670. 

Zhang, Q., Tang, Q., Kao, C.-C., Sun, M., Liu, Y., Wang, C., 2022. Wikitag: Wikipedia- 
Based Knowledge Embeddings Towards Improved Acoustic Event Classification. In: 
Pages 136–140 ICASSP 2022–2022 IEEE International Conference on Acoustics. 
Signal Processing (ICASSP), Speech and.  

K. McGinn et al.                                                                                                                                                                                                                                

http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0085
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0085
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0085
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0090
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0090
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0090
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0090
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0090
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0095
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0095
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0095
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0095
https://www.R-project.org
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0105
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0105
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0105
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0110
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0110
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0115
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0115
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0115
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0120
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0120
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0125
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0125
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0125
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0130
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0130
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0130
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0135
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0135
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0140
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0140
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0145
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0145
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0150
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0150
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0150
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0150
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0155
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0155
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0155
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0160
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0160
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0165
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0165
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0165
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0170
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0170
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0170
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0175
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0175
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0175
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0180
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0180
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0180
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0185
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0185
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0185
http://refhub.elsevier.com/S1574-9541(23)00024-9/rf0185

	Feature embeddings from the BirdNET algorithm provide insights into avian ecology
	1 Introduction
	2 Two examples of within-species acoustic event classification
	2.1 Differentiating adult and juvenile Great Gray Owls
	2.2 Identifying two call types and drumming of the Great Spotted Woodpecker

	3 Discussion
	Author contributions
	Open research statement
	Declaration of Competing Interest
	Data availability
	Acknowledgements
	References


